Web Mining



Data mining is the nontrivial process of identifying valid novel, potentially useful, and ultimately understandable patterns in data – Fayyad. The most commonly used techniques in data mining is artificial neural networks, decision trees, genetic algorithm, nearest_neighbour method, and rule induction. Data mining research has drawn on a number of other fields such as inductive learning, machine learning and statistics etc.

Machine learning – is the automation of a learning process and learning is based on observations of environmental statistics and transitions.  Machine learning examines previous examples and their outcomes and learns how to reproduce these make generalizations about new uses.

Inductive learning – Induction means inference of information from data and Inductive learning is a model building process where the database is analyzed to find patterns.  Main strategies are supervised learning and unsupervised learning.  

Statistics:  used to detect unusual patterns and explain patterns using statistical models such as linear models. 

Data mining models can be a discovery model – it is the system automatically discovering important information hidden in the data or verification model – takes an hypothesis from the user and tests the validity of it against the data.

The web contains collection of pages that includes countless hyperlinks and huge volumes of access and usage information. Because of the ever-increasing amount of information in cyberspace, knowledge discovery and web mining are becoming critical for successfully conducting business in the cyber world.  Web mining is the discovery and analysis of useful information from the web.  Web mining is the use of data mining techniques to automatically discover and extract information from web documents and services (content, structure, and usage).  Two different approaches were taken in initially defining web mining: i. Process_centric View – Web mining as a sequnce of tasks ii. Data_centric view – web mining as a web data that was being used in the mining process. The important data mining techniques applied in the web domain include Association Rule, Sequential pattern discovery, clustering, path analysis, classification and outlier discovery.  

i. Association Rule Mining:  Predict the association and correlation among set of items “where the presence of one set of items in a transaction implies (with a certain degree of confidence) the presence of other itms. That is, 1) discovers the correlations between pages that are most often referenced together in a single server session/user session.  2) provide the information: i. What are the set of pages frequently accessed together by web users? ii.  What page will be fetched next? iii. What are  paths frequently accessed by web users?. 3) Associations and correlations: i. Page association from usage data – user sessions, user transactions  ii.  Page associations from content data – similarity based on content analysis iii. page associations based on structure – link connectivity between pages. Advantages: a) Guide for web site restructuring – by adding links that interconnect pages often viewed together.  B)  Improve the system performance by prefetching web data.

ii. Sequential pattern discovery: Applied to web access server transaction logs.  The purpose is to discover sequential patterns that indicate user visit patterns over a certain period.  That is, the order in which URLs tend to be accessed.  Advantage: a) useful user trends can be discovered b) predictions concerning visit pattern can be made c) to improve website navigation d) personalize advertisements e) dynamically reorganize link structure and adopt web site contents to individual client requirements or to provide clients with automatic recommendations that best suit customer profiles.. 

iii. Clustering: Group together items (users, pages, etc.,) that have similar characteristics.  a) Page clusters: groups of pages that seem to be conceptually related according to users’ perception. B) User Cluster: groups or users that seem to be behave similarly when navigating through a web site.

iv. Classification: maps a data item into one of several predetermined classes. Example: describing each users category using profiles.  Classification algorithms are decision tree, naïve Bayesian classifier, neural networks.

v. Path Analysis:  A technique that involves the generation of some form of graph that “represents relation[s] defined on web pages.  This can be the physical layout of a web site in which the web pages are nodes and links between these pages are directed edges.  Most graphs are involved in determining frequent traversal patterns/ more frequently visited paths in a web site.  Example: What paths do users traversal before they go to a particular URL?.

To use data mining on our web site, we have to establish and record visitor and item characteristics, and visitor interactions.  Visitor characteristics includes: 

i. Demographics – are tangible attributes such as home address, income, property, etc.

ii. Psychographics – are personality types such as early technology interest, buying tendencies…

iii. Technographics – are attributes of visitor’s system, such as operating system, browser, and modem speed…

Item characteristics include:

i. Web content information – media type, content category, URL…

ii. Product information  - product category, color, size, price

Visitor interactions include:

i. Visitor_item interactions include purchase history, advertising history, and preference information…

ii. Visitor_site statistics are per session characteristics, such as total time, pages viewed, and so on.

We have a lot of information about web visitors and content, but we probably are not making the best use of it.  The existing OLAP systems can report  only on directly observed and easily correlated information.  They rely on users to discover patterns and decide what to do with them.  The information is even too complex for humans to discover these patterns using an OLAP system.  To solve these problems, data mining techniques are utilized.

The scope of data mining is i. Automated prediction of trends, and behaviors ii. Automated discovery of previously unknown patterns.

Web mining is searches for i. Web access patterns, ii. Web structure, iii. regularity and dynamics of web contents.  The web mining research is a converging research area from several research communities, such as database, information retrieval, and AI research communities, especially from machine learning and natural language processing.  World wide web is a popular and interactive medium to gather information today.  The WWW provides every Internet citizen with access to an abundance of information.  Users encounter some problems when interacting with the web.  

i. Finding relevant information (information overload – Only a small portion of the web pages contain truly relevant/useful information):

a. low precision (the abundance problem – 99% of information of no interest to 99% of people) – which is due to the irrelevance of many of the search results.  This results in a difficulty of finding the relevant information.

b. Low recall (limited coverage of the web-Internet sources hidden behind search interface) – due to the inability to index all the information available on the web.  This results in a difficulty of finding the unindexed information that is relevant.

ii. Discovery of existing but “hidden knowledge (retrieve 1/3rd of the “indexable   

            web”)

iii. Personalization of the information (type & presentation of information) – 

            Limited customization to individual users.

iv. Learning about customers/individual users.

v. Lack of feedback on human activities.

vi. Lack of multidimensional analysis and data mining support.

vii. The web constitutes a highly dynamic information source. Not only does the 

web continue to grow rapidly, the information I holds also receives constant  updates.  News, stock market, service center, and corporate sites revise their web pages regularly.  Linkage information and access records also undergo  frequent updates.

viii. The web serves a broad spectrum of user communities.  The Internet’s rapidly expanding user community connects millions of workstations, and usage purposes.  Many lack good knowledge of the information network’s structure, are unaware of a particular search’s heavy cost, frequently get lost within the web’s ocean of information and lenthy waits required to retrieve search results.

ix. Web page complexity far exceeds the complexity of any traditional text   

            document collection.  Although the web functions as a huge digital library, the  

             pages themselves lack a uniform structure and contain far more authoring 


style and content variations than any set of books or traditional text-based 


documents.  Moreover, searching it is extremely difficult.

Common problems web marketers want to solve are how to target advertisements (Targeting), Personalize web pages (Personalization), create web pages that show products often bought together (associations), classify articles automatically (Classification), characterize group of similar visitors (clustering), estimate missing data and predict future behavior.

Web mining techniques could be used to solve the above problems directly or indirectly. Sub tasks in web mining:

1. Resource finding: the task of retrieving / discovery of locations of unfamiliar files on the network.

2. Information selection and pre-processing: automatically selecting and preprocessing specific information from retrieved web resources .

3. Generalization: automatically discovers general patterns at individual web sites as well as across multiple sites.

4. Analysis: validation and/or interpretation of the mined patterns.  

In general web mining tasks are: i. Mining web search engine data ii.  Analyzing the web’s link structures iii) classifying web document automatically iv) mining web page semantic structure and page contents v) mining web dynamics vi) personalization.

Thus, web mining refers to the overall process of discovering potentially useful and previously unknown information or knowledge from the web data.  Web mining aims at finding and extracting relevant information that is hidden in web-related data, in particular in text documents that are published on the web like data mining is a multi-disciplinary effort that draws technique from fields like information retrieval, statistics, machine learning, natural language processing and others.  Web mining can be a promising tool to address ineffective search engines that produce incomplete indexing, retrieval of irrelevant information/unverified reliability or retrieved information.  It is essential to have a system that helps the user find relevant and reliable information easily and quickly on the web. Web mining discovers information from mounds of data on the www, but it also monitors and predicts user visit patterns.  This gives designers more reliable information in structuring and designing a web site.


Given the rate of growth of the web, scalability of search engines is a key issue, as the amount of hardware and network resources needed is large, and expensive.  In addition, search engines are popular tools, so they have heavy constraints on query answer time.  So, the efficient use of resources can improve both scalability and answer time.  One tool to achieve these goal is web mining.


Web mining can be categorized into three areas of interest based on which part of the web to mine (Web mining research lines):

1. Web content mining – discovery of useful information from the web contents/data/documents (or) is the application of data mining techniques to content published on the Internet.  The web contains many kinds and types of data.  Basically, the web content consists of several types of data such as plain text (unstructured), image, audio, video, meta data as well as HTML (semi Structured), or XML (structured documents), dynamic documents, multimedia documents.   Recent research on mining multi types of data is termed multimedia data mining.  Thus we could consider multimedia data mining as an instance of web content mining.  The research around applying data mining techniques to unstructured text is termed knowledge discovery in texts/ text data mining/ text mining.  Hence we could consider text mining as an instance as an instance of web content mining.  Research issues addressed in text mining are: topic discovery, extracting association patterns, clustering of web documents and classification of web pages.

Issues in Web content Mining: 

i. developing intelligent tools for information retrieval

ii. finding keywords and key phases

iii. discovering grammatical rules collections

iv. hypertext classification/categorization

v. extracting key phrases from text documents

vi. learning extraction rules

vii. hierarchical clustering

viii. predicting relationships

 
Web content mining approaches: Agent_based and Data base approaches


Agent based approaches: Involves AI systems that can “act autonomously or semi autonomously on behalf of a particular user, to discover and organize web_based information”.  Agent Based approaches focus on intelligent and autonomous web mining tools based on agent technology.  i. Some intelligent web agents can use a user profile to search for relevant information, then organize and interpret the discovered information. example: Harvest.  ii) Some use various information retrieval techniques and the characteristics of open hypertext documents to organize and filter retrieved information.  Example: Hypursuit.   iii) Learn user preferences and use those preferences to discover information sources for those particular user.  Example: Xpert Rule Rminer.


Data base approach: focuses on “integrating and organizing the heterogeneous and semi-structured data on the web into more structured and high level collections of resources”.  These organized resources can then be accessed and analyzed.  These “metadata, or generalization are then organized into structured collections and can be analyzed.  






Content Mining

           

          Agent Based Approach
    


  Data base Approach

          1.  Intelligent search engine (text_based)
  - Web query System

          2.  Visual Mining (Fagent)


  - Multi_layer Data base Mining

          3.  Web Product Mining (Fshopper)   

2. Web Structure Mining: operates on the web’s hyperlink structure.  This graph structure can provide information about page ranking or authoritativeness and enhance search results through filtering i.e., tries to discover the model underlying the link structures of the web.  This model is used to analyze the similarity and relationship between different web sites.  Uses the hyperlink structure of the web as an additional information source.  This type of mining can be further divided into 2 kinds based on the kind of structural data used. a) Hyperlinks: A hyperlink is a structural unit that connects a web page to different location, either within the same web page (intra_document hyperlink) or to a different web page (inter_document) hyperlink.  b) Document structure: In addition, the content within a web page can also be organized in a tree structured format, based on various HTML and XML tags within the page.  Mining efforts here have focused on automatically extracting document object model (DOM) structures out of documents.   
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      Web link analysis used for: 

i. ordering documents matching a user query (ranking)

ii. deciding what pages to add to a collection

iii. page categorization

iv. finding related pages

v. finding duplicated web sites

vi. and also to find out similarity between them

3. Web Usage Mining: Web usage mining is the application of data mining techniques to discover interesting usage patterns from web data, in order to understand and better serve the needs of web-based applications. It tries to make sense of the data generated by the web surfer’s sessions/behaviors.  While the web content and structure mining utilize the primary data on the web, web usage mining mines the secondary data derived from the interactions of the users while interacting with the web.  The web usage data includes the data from web server logs, proxy server logs, browser logs, and user profiles. (The usage data can also be split into 3 different kinds on the basis of the source of its collection: on the server side (there is an aggregate picture of the usage of a service by all users), the client side (while on the client side there is complete picture of usage of all services by a particular client), and the proxy side (with the proxy side being some where in the middle).  Registration data, user sessions, cookies, user queries, mouse clicks, and any other data as the results of interactions.   Web usage mining analyzes results of user interactions with a web server, including web logs, click streams, and database transactions at a web site of a group of related sites.  Web usage mining also known as web log mining.                                                                                                         Web usage mining process can be regarded as a three-phase process consisting: 

i. Preprocessing/ data preparation -  web log data are preprocessed in order to clean the data – removes log entries that are not needed for the mining process, data integration, identify users, sessions, and so on

ii. pattern discovery - statistical methods as well as data mining methods (path analysis, Association rule, Sequential patterns, cluster and classification rules) are applied in order to detect interesting patterns.

iii. and pattern analysis phase - discovered patterns are analyzed here using OLAP tools, knowledge query management mechanism and Intelligent agent to filter out the uninteresting rules/patterns.
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  After discovering patterns from usage data, a further analysis has to be conducted.  The most common ways of analyzing such patterns are either by using query or by loading the results into a data cube and then performing OLAP operations.  Then, visualization techniques are used for a results interpretation.  The discovered rules and patterns can then be used for improving the system performance / for making modifications to the web site. The purpose of web usage mining is to apply statistical and data mining techniques to the preprocessed web log data, in order to discover useful patterns.  Usage mining tools discover and predict user behavior in order to help the designer to improve the web site, to attract visitors, or to give regular users a personalized and adaptive service. The applications are 

iv. Extract statistical information and discover interesting user patterns.

v. Cluster the user into groups according to their navigational behavior.

vi. Discover potential correlations between web pages and user groups

vii. Identification of potential customers for ecommerce

viii. Enhance the quality and delivery of Internet information services to the end user.

ix. Improve web server system performance and site design.

x. Facilitate personalization

 
Web usage mining itself can be classified further depending on the kind of usage data considered.

a. Web server data: They correspond to the user logs that are collected at web server.  Some of the typical data collected at a web server include IP addresses, page references, and access time of the users.

b. Commercial application servers (example: Web logic, Brod Vision, etc) have significant features in the framework to enable E-Commerce applications to be built on top them with little effort.  A key feature is the ability to track various kinds of business events and log them in application server logs.

c. Application level data: Finally, new kinds of events can always be defined in an application, and logging can be tuned on for them - generating histories of these specially defined events.

Knowledge of user access patterns is useful in numerous applications:

i. Supporting website design decisions such as content and structure justifications 

ii. Optimizing systems by enhancing caching schemes and load balancing

iii. Making website adaptive

iv. Supporting business intelligence and marketing decisions

v. Testing user interfaces, monitoring for security purposes, and more importantly, in web personalization applications.

A typical Web usage mining system consists of 2 tiers: i. Tracking, in which user interactions are captured and acquired ii.  Analysis, in which user access patterns are discovered and interpreted by applying typical data mining techniques to the acquired data.  
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